
Open problem – density of supremum of Lévy process

(Mike Giles)

Given a pure jump Lévy process,

Lt = mt +

∫
t

0

∫
|z |≥1

z J(dz ,ds) +

∫
t

0

∫
|z |<1

z (J(dz ,ds)− ν(dz)ds)

which has a Lévy measure ν with a continuous density,

is it true that for any T , the supremum

MT = sup
[0,T ]

Lt

has a continuous density?

(Variants: add in Brownian motion; restrict to finite activity processes)
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Discrepancy preservation under a stochastic recurrence

Pierre L’Ecuyer, May 28, 2015

Context

We want to simulate n realizations of a Markov chain in a way that each chain evolves
according to its exact probability law, but the chains are not independent of each other.
We want induce some form of negative dependence between the realizations so that at any
given step j, the “distance” (or “discrepancy”) between the empirical distribution of the n
states and the theoretical distribution of the state at step j converges at a faster rate as a
function of n than if the realizations were independent. That is, faster than O(n−1/2).

There are method such as randomized quasi-Monte Carlo (RQMC), stratified sampling,
etc., that can give such super-canonical rates when estimating an integral by averaging
values of a function over a highly-uniform (or low-discrepancy) point set. The difference
here is that we want the low-discrepancy of the empirical distribution of the n states to be
preserved from one step to the next when the Markov chains evolve.

Methods to do this were already proposed, and empirical results given, in [3, 4], for example.
Fast (impressive) convergence rates are observed empirically in some examples, but those
fast rates are not proved.

Model and Problem

We have a Markov chain {Xj, j ≥ 0} in R`, whose evolution obeys the stochastic recurrence

X0 ∼ µ0, Xj = ϕ(Xj−1,Uj),

where the Uj are independent random variables uniformly distributed over [0, 1)d. There
is a state-dependent cost Yj = g(Xj) at each step j. We estimate E[Yj] by the average
(unbiased estimator) based on the n realizations {Xi,j, j ≥ 0}, i = 0, . . . , n− 1:

Ȳn,j =
1

n

n−1∑
i=0

Yi,j =
1

n

n−1∑
i=0

g(Xi,j). (1)

We would like to have, under some assumptions on ϕ and g,

Var[Ȳn,j] = O(n−α) when n→∞, for some α > 1.

Insight: Here we estimate the integral E[Yj] = E[g(ϕ(Xj,Uj))] by

Ȳn,j =
1

n

n−1∑
i=0

g(ϕ(Xi,j−1,Ui,j)). (2)
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We want the point set Qn = {(Xi,j−1,Ui,j), 0 ≤ i < n} to have low discrepancy with respect
to the distribution of (Xj,Uj). To simplify the argument, suppose the latter is uniform
over (0, 1)`d. This can be achieved by a change of variable, and changing ϕ accordingly..

Since we cannot choose the states Xi,j−1 directly, we cannot choose Qn completely. But
we can choose a low-discrepancy (RQMC) point set Q̃n = {(Vi,j,Ui,j), 0 ≤ i < n} over
(0, 1)`d, and if {Xi,j−1, 0 ≤ i < n} also has low discrepancy, find a matching (permute the
states Xi,j−1) in a way that the permuted state Xi,j−1 is very close to Vi,j, for each i. Then
we use Q̃n instead of Qn to estimate the integral. There are various ways to define the sort
(permutation) when ` > 1. When ` = 1, one just sorts the points by increasing order of
Vi,j and the states Xi,j−1 by increasing order.

The main issue is whether the low discrepancy of the states {Xi,j−1, 0 ≤ i < n} can be
preserved from one step to the next, and how to prove it. It seems the most natural way to
do that is to select an appropriate measure of discrepancy defined as an expectation over
the set of states Sn,j = {Xi,j, 0 ≤ i < n}, write it an an integral in terms of Sn,j−1, and use
RQMC arguments to show that this integral for j is O(n−α) if the previous one for j − 1
is O(n−α) and if the transition uses appropriate RQMC points.

A proof is given in [4] for α = 3/2, for the special case of ` = d = 1, stratified sampling,
monotone functions, and a discrepancy defined by the mean square Cramer-von-Mises
(CvM) statistic.

Small Example

Let
X0 = U0, Xj = ϕ(Xj−1, Uj) = Gθ(θXj−1 + (1− θ)Uj), j ≥ 1,

where 0 < θ < 1/2, Uj ∼ U [0, 1], and Gθ is increasing and defined so that Xj ∼ U [0, 1] for
each j. For cost functions, we try g(x) = x− 1/2 and g(x) = x2 − 1/3.

We simulate n realizations by taking Xi,0 = (i − 1/2)/n, and compare various types of
point sets Q̃n = {(Vi,j, Ui,j), 0 ≤ i < n} over (0, 1)2 to move the chains forward. I tried the
following, with n = 29, . . . , 221:

Crude Monte Carlo (MC);
Latin hypercube sampling (LHS);
Stratified sampling in n cubic boxes (SS);
Stratified sampling with antithetic variates in each box (SSA);
The Sobol’ point set with linear scrambling and digital random shift (Sobol2);
Sobol2 with baker’s transformation after the shift (Sobol2+baker);
Korobov lattice rule with random shift mod 1 (Korobov);
Korobov with baker’s transformation after the shift (Korobov+baker)
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Table 1: Regression slopes for log2 E[D2
j ] and log2 Var[Ȳn,j] as functions of log2 n, for j = 0.

RQMC points log2 E[D2
j ] log2 Var[Ȳn,j ]

Xj − 1/2 X2
j − 1/3

MC -1.00 -1.00 -1.00
LHS -1.00 -0.98 -1.00

SS -1.50 -2.00 -1.99
SSA -1.50 -3.00 -3.02

Sobol2 -1.50 -3.59 -3.28
Sobol2+baker -1.50 -3.58 -3.59

Korobov -1.88 -2.00 -1.97
Korobov+baker -1.92 -2.02 -2.02

Table 2: Regression slopes for log2 E[D2
j ] and log2 Var[Ȳn,j] as functions of log2 n, for j = 4.

The last column gives the value of log2 Var[Ȳn,j] for n = 221 and g(x) = x2 − 1/3.

RQMC points log2 E[D2
j ] log2 Var[Ȳn,j ] Var[Ȳn,j ] for n = 221

Xj − 1/2 X2
j − 1/3

MC -1.01 -1.02 -1.01 4.50× 10−8

LHS -1.02 -1.05 -1.00 1.52× 10−9

SS -1.50 -2.00 -2.00 2.52× 10−14

SSA -1.50 -2.63 -2.60 6.73× 10−19

Sobol2 -1.51 -3.21 -3.16 4.22× 10−21

Sobol2+baker -1.50 -3.30 -3.29 8.68× 10−21

Korobov -1.87 -2.00 -1.99 2.52× 10−14

Korobov+baker -1.92 -2.00 -2.02 2.53× 10−15

Tables 1 to 3 give the slopes estimated by regression for log2 E[D2
j ] (the CvM statistic),

and for log2 Var[Ȳn,j] for the two g’s, as functions of log2 n, for j = 0, j = 4, and j = 20.
The last two tables give almost identical slopes. We repeated the same experiment with
larger values of j and other values of θ, and the regression slopes were practically the same
as for j = 4. For j = 4, we also give the value of Var[Ȳn,j] for n = 221 and g(x) = x2− 1/3,
in the last column.

For each method, the variance decreases at (essentially) the same rate for the two choices
of g. All methods except LHS improve the rate for both the mean square discrepancy and
the variance. In all cases, this improvement is from O(n−1) to at least O(n−3/2) for the
mean square discrepancy and at least O(n−2) for the variance. In most cases, the variance
converges significantly faster than the mean square discrepancy. This suggests that there
might be another type of discrepancy that would be more appropriate for this case and
that would converge at the same rate as the variance.

In the last column of Table 2, we find that for n = 221, Sobol2 reduces the variance by
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Table 3: Regression slopes for log2 E[D2
j ] and log2 Var[Ȳn,j] as functions of log2 n, for j = 20.

RQMC points log2 E[D2
j ] log2 Var[Ȳn,j ]

Xj − 1/2 X2
j − 1/3

MC -1.00 -1.00 -0.99
LHS -1.00 -1.00 -1.00

SS -1.50 -2.00 -2.01
SSA -1.50 -2.63 -2.58

Sobol2 -1.49 -3.17 -3.15
Sobol2+baker -1.49 -3.38 -3.29

Korobov -1.88 -1.99 -1.98
Korobov+baker -1.92 -2.01 -2.01

a factor of about 1013 (10 trillions) with respect to MC. SSA also does very well, with a
factor of about 7× 1010. LHS improves the variance by a small factor (near 30), but does
not change the rate.

For this particular example, I was able to prove (only) that with stratified sampling,

E[D2
j ] ≤

1

4(1− θ)
n−3/2

and

Var[Ȳn,j] ≤
1

4(1− ρ)
n−3/2 =

1− θ
4

n−3/2.

Other (larger) numerical examples, in higher dimensions, can be found in [1, 2, 3, 4].
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Open Problem: Convergence rate of probabilistic bisection in

stochastic root finding

Shane G. Henderson

May 11, 2015

The probabilistic bisection algorithm (PBA) [Horstein, 1963] is an algorithm for isolating a
unique root x∗ in the unit interval [0, 1], assuming the availability of an oracle that, given a point
x ∈ [0, 1], returns 1 if the oracle believes that x∗ ≥ x and returns −1 if the oracle believes that
x∗ < x. The oracle is assumed to be correct with probability p > 1/2 when queried at any points
x ∈ [0, 1], independent of any past queries.

The PBA begins with the uniform density f0 on [0, 1]. Let F0 denote the corresponding cumu-
lative distribution function. Then, for n = 0, 1, 2, . . ., it iterates as follows.

1. Determine the next measurement point Xn as the median of f0, Xn = F−1n (1/2).

2. Query at the point Xn to obtain Zn = Zn(Xn).

3. Update the density fn:

if Zn(Xn) = +1, then fn+1(y) =

{
2pfn(y), if y ≥ Xn,
2qfn(y), if y < Xn,

(1)

if Zn(Xn) = −1, then fn+1(y) =

{
2qfn(y), if y ≥ Xn,
2pfn(y), if y < Xn.

(2)

4. Increment n

Waeber et al. [2013] and recent additional work establishes that there exists r > 0 such that
ern(Xn − x∗)→ 0 as n→∞ a.s., thereby establishing that Xn → x∗ exponentially fast in n.
This is an existence result. Can one identify the supremum of such r? (If p = 1 then the algorithm
is (pure) bisection, so the supremum is ln(2) in that case.)

Consider applying the PBA to stochastic root finding, in which there is a true function g :
[0, 1]→ R that is continuous and increasing, and has a unique root on [0, 1]. We now assume that
we observe the function g with additive noise. Suppose that at any point x ∈ [0, 1], this noise is
normally distributed with mean 0 and unknown variance σ2(x) that is known only to be bounded.
If Y (x) is a noisy estimate of g(x), then we could use the sign of Y (x) as an oracle query, taking
Z(x) = 1 if Y (x) ≤ 0 and Z(x) = −1 if Y (x) > 0. The probability that this indicator is correct is
now a function of x that is unknown to the experimenter, and it approaches 1/2 as x→ x∗.

To overcome this difficulty, we replace the signal Z(x) with a new signal, Z ′(x), which has
probability s(x) of being correct, where s(x) ≥ pc > 1/2 for all x ∈ [0, 1]\{x∗} for some pc chosen
by the user. Even though p(x) is unknown, pc is known, and we can then update the density
using (1–2) with p = pc. This update does not represent a true Bayesian update to a posterior
distribution, but can be viewed as a natural extension of the PBA for problems with nonconstant
and unknown p(·).
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To obtain Z ′(x) for x 6= x∗, we repeatedly call the oracle at x, continuing until we can assert
the sign of g(x) with probability at least pc. Notice that successively adding the iid signals Z(x),
one obtains a random walk. For any fixed x, we want to determine the sign of the drift of this
random walk. One way to do this is through a sequential test of power one.

In a slight abuse of notation, let S(θ) denote a generic random walk with increments taking
values in {−1, 1} and having mean θ. A test of power one can be defined through a positive sequence
(km)m and a stopping time N (θ) = inf{m ∈ N : |Sm(θ)| ≥ km}. The test decides that θ > 0 if
SN (θ)(θ) ≥ kN (θ), that θ < 0 if SN (θ)(θ) ≤ −kN (θ) and does not make a decision if N (θ) = ∞.
Furthermore, for a chosen confidence parameter γ ∈ (0, 1) such a test satisfies P (N (θ) < ∞) ≤ γ
if θ = 0 and P (N (θ) <∞) = 1 if θ 6= 0. One may take

km = (2m(ln(m+ 1)− ln γ))1/2. (3)

This is not an optimal test. Indeed, as shown more generally in Robbins and Siegmund [1974],
Lai [1977], the expected value of the stopping time of our test when the true drift is θ 6= 0 is
O(θ−2 ln(|θ|−1)) as θ → 0, whereas Farrell [1964] establishes that an optimal test should have
expected stopping time of the order O(θ−2| ln | ln |θ|||), but optimal tests are difficult to implement
in practice because they rely on multiplicative and additive constants that are very difficult to
compute. Nevertheless, the power-one test we choose is sufficient for our purposes.

Assume now that the PBA measures at some point Xn 6= x∗ at the (n+ 1)st iteration. We then
observe a random walk with mth term Sn,m = Sn,m(Xn) =

∑m
i=1 Zn,i(Xn) until the test of power

one terminates. Denote the stopping time of the power one test by Nn, which is almost surely finite
when Xn 6= x∗, and define the signal

Z ′n(Xn) =

{
+ 1, if Sn,Nn > 0,
− 1, if Sn,Nn < 0.

This test has the desired property that p′(x) ≥ pc = 1− γ/2 for all x 6= x∗.
To summarize the algorithm then, we begin with a uniform prior on the location of the root,

and then repeatedly perform a power-one test at the median, updating the prior using p = pc,
where pc is the lower bound on p(·) used in the power-one test.

Using the PBA with this power-one test introduces two time scales, namely, the macro time n
corresponding to the number of different measurement points (Xn)n and the wall-clock time (Tn)n
counting the total number of oracle queries.

Intuitively, the closer the current measurement point Xn is to x∗, the longer the test of power
one requires to terminate. In fact, the expected hitting time is larger than O((p(x) − 1/2)−2)
Lai [1977], Robbins and Siegmund [1974]. So, if p(x) → 1/2 as x → x∗, then the number of
function evaluations between two macro iterations is likely to become very large, which will lead
to a discrepancy in the convergence behaviors in the two time scales.

Let Tn be the number of oracle calls (analogous to wall-clock time) required to obtain Xn, so
that Tn =

∑n−1
i=0 Ni, where Ni is the running time of the ith test of power one. Waeber [2013]

showed that T
1/2
n+1(Xn − x∗) is not tight. (There is an imperfection in this result, because Tn+1

includes the runlength of the sequential test at Xn and therefore is sufficient to determine Xn+1.)
His computational results also suggest that this overall procedure converges slower than stochastic
approximation. Waeber [2013] further showed that, through an averaging process reminiscent of
Polyak-Ruppert averaging,

T
1/2−ε
n+1 (X̂n − x∗)⇒ 0

as n→∞, for any ε ∈ (0, 1/2), where

X̂n =
1∑n

i=0N
1/2−ε
i

n∑
i=0

N
1/2−ε
i Xi.
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Thus, X̂n converges to x∗ at a rate arbitrarily close to, but slower than, the rate of stochastic
approximation under appropriate conditions.
Can we obtain a convergence rate for an averaged estimator

1

Tn

n−1∑
i=0

NiXi,

which is both more intuitive than, and slightly superior in computational tests to, X̂n?
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Problems with Filtering – musing on Peter Glynn’s birthday celebration.
Inspired by research with Prof. Prashant Mehta at Illinois,
and a graduate student at UF, Anand Radhakrishnan.

– Sean Meyn, University of Florida

I. OPTIMAL FILTERING – A NEED FOR NEW METRICS FOR SUCCESS

Doyle and Stein showed us in 1979 that optimal control can be worthless because of high sensitivity [3]. In
particular, optimization of the mean-square error may lead to very high feedback gains, and hence high sensitivity
to un-modeled dynamics.

The conditional mean X̂ of a random variable X given a sigma-algebra of measurements Z is also defined via
mean-square optimality:

X̂ = arg min
X ′
‖X−X ′‖2

where the minimum is over X ′ ∈ L2(Z ), and ‖X−X ′‖2 = E[(X−X ′)2]. We should all conjecture that the optimal
filter will be ill-posed under certain conditions. For example, if the measurement noise is small, we might expect
high gains in an optimal filter, and hence sensitivity to modeling error.
Q1: We need negative examples to explore what can go wrong.

The control community is not so obsessed with optimality any more. There are control techniques to deal with
complexity, such as in reinforcement learning, and 20 years of research following [3] focused on robustness to
model uncertainty.

We have just one ray of hope in the filtering literature. In [5], [1] conditions are imposed that ensure that the
finite-state filtering problem is robust with respect to errors in the initial condition of the filter. More recently, van
Handel essentially resolved the question of robustness to initial conditions [10], [2]. In short, the optimal filter is
weakly ergodic (hence forgets its initial distribution) provided there is sufficient measurement noise.
Q2: Can we create a richer robustness theory for nonlinear filtering?

Conjecture: The theory of Lyapunov exponents can surely be used to demonstrate that the optimal filter is robust
to small modeling error [1].

I hope some day we can do better. Can we create a theory of nonlinear filtering that is as rich as control theory?
Q3: The long-sought unification of control and filtering theory [8].

Perhaps Feedback Particle Filter will provide steps in this direction [11], [6]. In the next section we will see that
it provides a bridge between filtering and reinforcement learning. We will revisit questions 1–3 in this context.

II. FEEDBACK PARTICLE FILTER

Consider the classical scalar filtering problem: Xt ∈ R is the state at time t, and Zt ∈ R is the observation. The
objective of the filtering problem is to compute or approximate the posterior distribution of Xt given the filtration
(history of observations) Zt := σ(Zs : s≤ t). The posterior p∗ is defined so that, for any measurable set A⊂ R,∫

x∈A
p∗(x, t) dx = P{Xt ∈ A |Zt}. (1)

This audience is aware that the posterior is the solution to a PDE, the Kushner-Stratonovich equations, when the
state-observation process are defined by a diffusion process,

dXt = a(Xt)dt +σB dBt , (2a)

dZt = h(Xt)dt +σW dWt , (2b)

in which a( ·), h( ·) are C1 functions, and {Bt}, {Wt} are mutually independent standard Wiener processes.
Alternatively, we have the Feedback Particle Filter [11]:

Particle dynamics: dX i
t = a(X i

t )dt + dBi
t +K(X i

t , t)◦ (dZt − dẐt)

dẐt =
1
2
(h(X i

t )+ ĥt)dt

Approximation: p̂N
t =

1
N

N

∑
i=1

δX i
t

(3)
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The FPF gain K will be described next.

Bridge to TD-learning

The FPF gain is obtained as a Solution to Poisson’s equation. At time t we denote U =− log(pt), and construct
the differential generator, defined for C2 functions φ : R→ R by,

Dφ =−∇U ·∇φ +4φ

This is the generator for a version of the Smoluchowski equation,

dΦt =−∇U(Φt) dt +
√

2dWt ,

with {Wt} standard Brownian motion [11], [6].
We let φ denote the solution to Poisson’s equation,

Dφ =−h̃ =−h+ ĥ and then K= ∇φ .

In numerical experiments we introduce a basis of functions {ψ1, . . . ,ψm}, and choose θ ∈ Rm so that φ θ = ∑θiψi
approximately solves Poisson’s equation.
Q1’: We need negative examples to explore what can go wrong.

If pt is not unimodal, then we sometimes observe very high gains when pt(x) is small. Here is one example:

K

K p

(x)

p(x)

x

O(103) O(10−1)

Q2’: Can we create a richer robustness theory for nonlinear filtering?
Why does our approximate gain work so well in the examples we have considered? Does the feedback structure

lend itself to stability analysis?
Q3’: The long-sought unification of control and filtering theory [8].

TD-learning is one approach to reinforcement learning (an approximate dynamic programming technique). In
one formulation it is designed to approximate solutions to Poisson’s equation [9], [7]. Approximate dynamic
programming is deemed successful if the Bellman error is small relative to the cost – this is a well-justified
metric for success [4].

Do we have any hope for a similar marker of success in approximate optimal filtering?
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Randomized Polynomial Time Algorithms for Cardinality
Constrained Markov Choice Models
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Columbia Department of IEOR
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Markov Chain Choice Model: B., Gallego, and Goyal
(2014)

Zara (woman’s clothes) wants to select assortment of products
to maximize revenue.
There are d items {1, ..., d}.
Include item ”0” = No purchase alternative.

Demand arrival rate for item i = λ (i) > 0.

Revenue for item i = r (i) > 0, we let r (0) = 0.

Customer looking for item i will buy if available or jump to item j
with probability p (i , j).

May assume p (i , 0) ≥ δ > 0.
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Unconstrained Problem: B., Gallego, and Goyal (2014)

Unconstrained Optimization Problem:

max
S⊂{1,...,d}

d

∑
i=1

λ (i)E
(
r
(
Xτ(S∪{0})

))
,

where {Xk} is underlying Markov chain and

τ (Set) = inf{k ≥ 0 : X (k) ∈ Set}.

Result (BGG ’14): Problem solvable in polynomial time (in d) &
model dense in large class of choice utilities.

This is NOT the open problem, the open problem is the next one...
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Constrained Problem: B., Gallego, and Goyal (2014)

Constrained Optimization Problem:

max
S⊂{1,...,d}

d

∑
i=1

λ (i)E
(
r
(
Xτ(S∪{0})

))
,

subject to
|S | = Cardinality (S) ≤ k := k (d) .

Q1: Can we find a randomized algorithm that computes the
revenue maximization problem in polynomial time as d → ∞?

(Goyal et al. (2015) recently found an algorithm that approximates within
a fraction of the optimal.)
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