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1 Background
Communication networks play an increasingly critical role in our world. They are the machinery of our
economy, the avenue for the discovery and dissemination of science, and the mechanism for the creation,
delivery, and storage of all forms of media. Increasingly, they store our memories, connect our families and
communities, and provide our entertainment. They are the central nervous system for healthcare delivery and
the backbone upon which our financial, industrial, and governmental institutions are built.

As the roles of networks are changing, so too are the ways that our networks are built and run. Where once
distinct data types traveled over different networks, today networks carry all kinds of different information,
and any single transmission may travel through multiple communication media from transmitter to receiver.
Where once networks were largely dedicated to a single type of communication demand – with phone lines
used for point-to-point communication and a radio transmitter for radio broadcast – today broadcast and
point-to-point demands often travel the same network. Where once switching allowed temporary dedication
of shared resources to an individual user or phone call, today’s communications are increasingly intertwined.
Where once we had centralized networks designed, built, and run by massive monopolies, today we have
distributed systems so vast and so quickly changing that even their topologies are unknown.

The combination of the increasingly critical role of networks, the concomitant increase in congestion,
and the increasingly decentralized nature of network construction and operation make efficient and reliable
network operation both more important and more difficult. Understanding the fundamental mathematical
properties of networks is a necessary step to make progress in this line of study.

The study of communication networks has seen significant study over the last 65 years. Research direc-
tions have ranged from investigations on the theoretical mathematical foundations of network communication
to “practical” aspects of network protocols and communication schemes. The theoretical study of network
communication is an extremely challenging field of study that combines in an entangled manner two notions
that in most current research and implementations are considered independently – the notion of information,
and that of network topology.

The manipulation (i.e., coding) of information in communication is central to the field of Information
Theory and has developed significantly since the first days of Shannon [70], addressing the possibilities and
limitations in communication in the presence of increasingly challenging channel models and increasingly
complex communication goals. Examples include fast communication on various bandwidth-limited media
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(e.g. [78]), the use of fundamental non-linearities in physical media such as fibre-optic cables to increase
throughput (e.g. [81]), the graceful degradation of communication fidelity in the presence of varying channel
conditions (e.g. [61, 66]), and the ability to communicate secretly in the presence of malicious eavesdropping
adversaries (e.g. [69, 11]).

Network communication adds an additional layer of complexity to the study of information theory as in
communication networks the manipulation of information must consider the topology of the network, i.e. the
connectivity of different network entities. These combinatorial limitations in the coding of information lay at
the heart of the challenge of network communication problems [24].

Broadly speaking, the study of network communication has proceeded in two parallel research com-
munities over the past several decades – the “Shannon path” has been followed by the information theory
community in the context of network information theory, and the “Hamming path” has been the focus of the
combinatorial community. The approaches are distinct but definitely not disjoint, and the research community
has much to gain from the merging of ideas, perspectives and proof techniques common in each community.

Followers of Hamming’s path (arguably starting from [28]) have focused on zero-error communication
protocols over arbitrary networks. The focus has been to guarantee communication performance as long
as network errors do not exceed a certain threshold. Some tools used in this line of work include (alge-
braic) coding theory (e.g. [62, 26, 79, 75, 30]), combinatorial optimization (e.g. [51]), and graph theory
(e.g. [10]). Classical examples of the type of problems considered in this community include communication
and data dissemination over error free networks via flow techniques (e.g. [25, 6]) or Steiner tree packings
(e.g. [20, 45]); distributed multi-party computation (e.g. [9]), wherein multiple agents perform a distributed
computation despite the presence of malicious adversaries who wish to disrupt this computation; the Byzan-
tine Generals problem (e.g. [41]), a distributed consensus problem in the presence of a malicious adversary;
and the problem of Secret Sharing (e.g. [60]), wherein a secret is distributed among multiple agents, none of
whom can individually glean anything about the secret.

The focus on worst-case/zero-error performance as expressed above often comes at the price of reduced
throughput, and in several cases is extremely challenging – leading to longstanding open problems even
in fairly “simple” settings. For instance, the construction of optimal codes over “Hamming bit-flip chan-
nels” [26, 79, 51] has been open for over half a century (this problem is also known as the “zero-error
capacity problem”). In contrast, the information-theoretic version of this problem [70] is relatively straight-
forward, if one assumes that errors follow a stochastic process that can be reasonably modeled. Focusing on
the study of such models aids both the analysis, and the final achievable result/throughput.

The stochastic study of communication is central to the field of Information Theory and the Shannon
path. In this line of research the messages to be communicated and the behavior of the channels studied,
whether point to point or multi-source multi-terminal networks, are typically modeled as distributions and
analyzed using appropriate tools from probability theory (such as the notion of entropy and related concepts).
Relaxing the combinatorial worst-case nature of studies in zero-error communication to the stochastic study
of information yields a new set of challenges and with it additional analytical tools and proof techniques
that set the foundation of Network Information Theory. Typical problems studied in this community include
error-free communication over networks (usually referred to as Network Coding [6]), communication over
networks with stochastic errors (e.g. [24]), compression of data over networks (e.g. the Slepian-Wolf prob-
lem [76]), and function computation over networks (e.g. [27]). Although the field of network information
theory has been extremely productive in understanding the possibilities and limitations of communication
over networks, several fundamental problems even in “small/simple” networks remain open, such as optimal
communication schemes over broadcast channels (when a single transmitter wishes to simultaneously com-
municate with multiple receivers), e.g. [14, 53], and two-way channels (when a pair of communicators are
interactively communicating over a channel) [71].

This worksop included a gathering of researchers interested in the broad field of communication from a
theoretical perspective. The workshop brought together researchers that follow both the path of Shannon and
that of Hamming in a joint meeting in which ideas, perspectives, proof techniques, and problems were shared
and discussed.
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2 Workshop highlights
The workshop consisted of 29 participants including senior faculty, young faculty and students; and spanned
3 full days and 2 half days of lectures, tutorials, open problem sessions, and informal meetings. The first day
of lectures focused on the topic of point-to-point communication as a first step toward the study of network
communication. A tutorial which spanned recent and past developments in the attempt to merge perspectives
and ideas between the Shannon and Hamming paths was followed by several talks which discussed various
adversarial models of communication that lie between the Shannon and Hamming perspectives. The models
included causal channels, in which an adversary wishes to jam communications between a transmitter and
a receiver but only gets to decide his jamming attack “causally” [13, 44, 8, 19, 18, 29, 17]; myopic chan-
nels, in which the adversarial jammer views the codewords transmitted through various noisy channels [64];
memoryless jammers [50] which are limited in memory and must decide how to corrupt the transmitted mes-
sage based on a limited view of the message being transmitted; the general model of arbitrarily varying
channels in which the memoryless channel is subject to an adversarial state (which is at times constrained)
[3, 5, 16, 1, 34, 4, 2, 32, 63, 65, 12, 7, 15, 33]; the omniscient adversarial jammer that may corrupt the
transmitted message in a malicious manner with unlimited computational and memory resources; and certain
algebraic models of communication. Of special interest was the talk of Alex Sprintson who presented an
open problem (joint with Muxi Yan and Igor Zelenko) in the filed of algebraic geometry with connections to
communication. The conjecture is formally stated as follows:

Let F be a finite field. Let n and k be two natural numbers such that 2 ≤ k ≤ n ≤ k(k − 1). In addition,
let A1, . . . Ak be a collection of k subsets of {1, . . . n} of size k− 1, i.e., |Ai| = k− 1 for all 1 ≤ i ≤ k, such

that
k⋃

i=1

Ai = {1, . . . n}.

Let F[α1, . . . αn] be a ring of polynomials in variables α1, . . . , αn with coefficients in F . Also let
(F [α1, . . . αn])[x] be a module of polynomials in x with coefficients in F[α1, . . . αn].

Define a collection of k polynomials P1, . . . , Pk in (F [α1, . . . αn])[x]:

Pi =
∏
j∈Ai

(x− αj).

Recall that P1, . . . , Pk are linearly dependent over the ring F[α1, . . . αn] if there exists a set of polyno-
mials C1, . . . , Ck in F[α1, . . . αn] such that

k∑
i=1

CiPi = 0.

and at least one of Ci not equal to zero.
The natural question in this context is under what condition on the collection of sets {Ai}ki=1 the polyno-

mials {Pi}ki=1 are linearly dependent over F[α1, . . . αn]?
Definition. A collection of sets {Ai}ki=1 satisfies the rectangular condition if there exists l ∈ {1, . . . k−1}

such that the intersection of some k − l + 1 subsets in the collection {Ai}ki=1 contains at least l elements.
The rectangular condition implies that k − l + 1 polynomials among P1, . . . Pk have at least l common

roots. It is easy to prove that if the rectangular condition holds then P1, . . . Pk are linearly dependent over
F[α1, . . . αn].

Conjecture. If polynomials {Pi}ki=1 are linearly dependent over F[α1, . . . αn] then the rectangular con-
dition holds.

We note that the linear dependence of polynomials P1, . . . , Pk over the ring F[α1, . . . αn] is equivalent
to vanishing of the determinant of the following matrix M with the entries being symmetric polynomials in
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α1, . . . , αn.

M =



1
∑

l1∈A1

αl1

∑
l1<l2,l1,l2∈A1

αl1αl2 · · ·
∑

l1<···<lj ,l1,...lj∈A1

αl1 . . . αlj · · ·
∏
l∈A1

αl

1
∑

l1∈A2

αl1

∑
l1<l2,l1,l2∈A2

αl1αl2 · · ·
∑

l1<···<lj ,l1,...lj∈A2

αl1 . . . αlj · · ·
∏
l∈A2

αl

· · · · · · · · · · · · · · · · · · · · ·
1

∑
l1∈Ak

αl1

∑
l1<l2,l1,l2∈Ak

αl1αl2 · · ·
∑

l1<···<lj ,l1,...lj∈Ak

αl1 . . . αlj · · ·
∏
l∈Ak

αl


Then, the conjecture can be reformulated as follows: For any field F if the determinant of matrix M is

identically equal to zero then the rectangular condition holds.

The conjecture remains open, however its presentation inspired several conversations and was subject to
numerous proof attempts. The active discussions, spanning several disciplines, were excellent examples of
the benefit of our gathering at Banff. As a result of the workshop, a number of participants have continued
collaborating on the conjecture.

The second day of the workshop focused on the topic of network communication, and in particular on the
topic of Index Coding [10]. Index Coding is a seemingly simple communication setting which has recently
been proven to capture the full generality of acyclic network communication in the setting of error-free
links [23]. As a representative of general network communication, Index Coding has seen significant studies
in the Combinatorics and Information Theory community, however these different studies have not fully
propagated between the communities. During the workshop, several aspects of index coding were considered,
including the study of connections between index coding capacity and the combinatorial notions of fractional
and local colorings of graphs [39, 68], the study of information theoretic methods that allow optimal solutions
for small instances of the index coding problem [59, 31], and the study of symmetric capacity and sum rate
in the context of index coding. Other presentations included topics in the fields of coding theory [67, 73]
and reliable and secure network communication [52]. A beautiful presentation given by Sudeep Kamath [36]
(Princeton University) in which a new family of cut-set bounds for network communication that use the
concept of directed information [49] was introduced. The new bounds and their potential applications inspired
several discussions during the workshop and have been subject to continuing research by participants in the
workshop. The second day of the workshop concluded with an open problems session in which several
problems were suggested. Anand Sarwate (Rutgers University) presented an open problem about “good
codes” motivated by a problem in list decoding for arbitrarily varying channels (AVCs):

For deterministic list decoding over a discrete AVC {W (y|x, s) : s ∈ S}, the capacity of a channel may
be zero for list sizes smaller than a quantity known as the symmetrizability of the channel. For a list size L,
the key is whether there exists a channel U(s|x1, . . . , xL) from L-tuples of the input alphabet X to the state
alphabet S, such that the average channel

V (y|x0, x1, . . . , xL) =
∑
s∈S

W (y|x0, s)U(s|x1, . . . , xL) (1)

is symmetric in its inputs {x0, x1, . . . , xL}. The interpretation is that if such a U exists then the adversary
can pick L codewords from the codebook, pass them through the channel U to get a state sequence s, and
then force the output of the channel to look symmetric with respect to L + 1 codewords: the true codeword
and the L “fake” codewords. Effectively, the adversary can “spoof” the legitimate transmitter and cause the
true codeword to not appear in the list with constant probability. Thus the list size must be larger than the
largest L for which such a channel U exists.

For list decoding over AVCs with state constraints [63], this channel U must additionally satisfy a cost
constraint: for any input distribution P on X , the channel is L-symmetrizable if there exists such a U for
which ∑

(x1,x2,...,xL)∈XL

U(s|x1, x2, . . . , xL)P̃ (x1, x2, . . . , xL)l(s) ≤ Λ, (2)
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where Λ is the cost constraint of the adversary, and P̃ is a distribution on XL whose marginals are equal to
P . A weaker from of symmetrizability is to require that the above hold only for product distributions:∑

(x1,x2,...,xL)∈XL

U(s|x1, x2, . . . , xL)P (x1) · · ·P (xL)l(s) ≤ Λ. (3)

This corresponds to two different views of what it costs the adversary to “spoof” a list of L codewords. In
the former, the codewords may be arbitrarily correlated, whereas in the latter the codewords must effectively
look independent.

The open question revolves around which of these two notions of cost is what dictates the list-symmetrizability
of the AVC. However, this raises a more general question: do all “good” (e.g. capacity-achieving) codebooks
for an AVC (or indeed, a DMC) have the property that the single-letter distribution of L codewords chosen
uniformly at random have a distribution close to the product distribution? For a single codeword (L = 1)
this is true – any capacity achieving code must have a subcode containing most of the codewords such that
the codewords themselves have type close to the capacity achieving distribution. However, extending this to
selections of multiple codewords is not entirely obvious.

The third day of the workshop was a half day which focused on the use of reductive arguments in the
context of network information theory [37, 38]. Reductive arguments are central to the fields of complexity
theory and cryptography, however they have not been the subject of dedicated study in the field of network
information theory. The third day lectures included a number of broad lectures that presented the state-
of-the-art in the study of reductive arguments in the context of communication, alongside talks addressing
new results. The topics discussed included the edge removal problem, the notion of cooperation in network
communication, and the significance of network demand structure in the study of memoryless networks [23,
21, 43, 80, 22, 54, 46, 42, 47]. Several open problems were posed during the talks which were further
discussed and developed during the open problems sessions.

During the fourth day of the workshop several aspects of network communication were addressed includ-
ing topics in distributed storage [56, 58, 55, 57], the benefits of caching in networks [35], data dissemination
over networks [77, 48], the role of block-length in network communication [72], and various aspects of net-
work error correction [40]. An excellent tutorial on the topic of graph entropy [74] with a number of open
problems, was given by Gabor Simonyi. The tutorial triggered several discussion and attempts to solve the
problems presented. The tutorial on graph entropy was combinatorial in nature and was given in a sponta-
neous manner (at the request of a number of participants). The tutorial is an excellent example of the benefits
in gathering researchers with different backgrounds. In the last half day of the workshop, participants pre-
sented their insights on various topics that were discussed throughout the week. For example, connections
between distributed storage and index coding were discussed and information theoretical methods used in the
solution of classical combinatorial problems were presented.

We believe that the week-long workshop, with its formal and informal gatherings (the latter in the form
of open problem sessions and early morning hikes) was a great success and are looking forward to the op-
portunity to submit future proposals to BIRS. We would like to take this opportunity to thank BIRS and its
excellent staff for supporting our workshop and giving us the opportunity to share ideas and collaborate with
researchers from a spectrum of disciplines.
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