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Conventional wisdom
If you have a choice, pick an orthonormal basis

I Inner products give coefficients in the basis

I Least-squares is optimally robust to additive noise

I Gram–Schmidt converts any spanning set

Ugly truth

Orthonormal bases aren’t always the best choice!
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Example 1

Decompose a sum of sinusoids (think piano chord)

Inner products with orthogonal sinusoids

Fourier, Théorie Analytique de la Chaleur, 1822

image from groups.csail.mit.edu/netmit/sFFT/



Example 1

How to capture time-varying frequencies? (think police siren)

Inner products with translations/modulations of bump function

Moral: Forfeit orthogonality for time/frequency localization

Gabor, J. Inst. Electr. Eng., 1946

image from commons.wikimedia.org



Example 2

To compress an image, store large entries of its wavelet transform

Desired: smooth, symmetric, compactly supported wavelets

Theorem
The Haar wavelet basis is the only orthogonal system of
symmetric, compactly supported wavelets.

Daubechies, Comm. Pure Appl. Math., 1988



How to generalize orthonormal bases?

{ϕi}i∈I ⊆ H forms a frame if

A‖x‖2
2 ≤

∑
i∈I
|〈x , ϕi 〉|2 ≤ B‖x‖2

2 ∀x ∈ H

{ψi}i∈I ⊆ H forms a dual frame of {ϕi}i∈I if∑
i∈I
〈x , ϕi 〉ψi = x ∀x ∈ H

Example: Biorthogonal wavelets

Duffin, Schaeffer, Trans. Am. Math. Soc., 1952

Cohen, Daubechies, Feauveau, Comm. Pure Appl. Math., 1992



How to generalize orthonormal bases?

Given: H = CM and number N of unit-norm frame elements

Goal: Optimize stability of dual frame reconstruction

Given M × N frame Φ, best dual frame is Ψ = (ΦΦ∗)−1Φ

Theorem
Let ε ∈ CN have independent, zero-mean, equal-variance entries. Then the
mean squared error of dual frame reconstruction

E
[
‖(ΦΦ∗)−1Φ(Φ∗x + ε)− x‖2

]
is minimized when the unit-norm frame Φ is tight, i.e., Φ has equal frame
bounds A = B.

Goyal, Kovačević, Kelner, Appl. Comput. Harmon. Anal., 2001



How to generalize orthonormal bases?

This gives a redundant generalization of orthonormal bases:

Examples of unit norm tight frames in R3

Benedetto, Fickus, Adv. Comput. Math., 2003

images from commons.wikimedia.org



Modern problem

Given data y = D(x), we seek to reconstruct x

D has linear component Φ with some constraint (e.g., unit norm)

Task: Optimize Φ to make y 7→ x possible/stable/fast

This talk considers two settings:

I Analysis with nonlinearity

D(x) = N (Φ∗x)

I Synthesis with prior

D(x) = (Φx , "solution lies in S")



Part I

Analysis with nonlinearity



Analysis with nonlinearity: Erasures

Model: D(x) = DxΦ∗x

Dx = diagonal of 1’s and 0’s, chosen by adversary after seeing Φ∗x

How should Bob reconstruct x from D(x)?

images from disney.wikia.com, commons.wikimedia.org, nndb.com



Analysis with nonlinearity: Erasures

Apply dual of subframe of Φ that corresponds to nonzeros in D(x)

Stable reconstruction ⇔ Good frame bounds for all subframes

Numerically erasure-robust frame:
ΦK is well-conditioned for every K ⊆ {1, . . . ,N} of size K

Intuition: Frame elements “cover” the space redundantly

Open problem: How to construct NERFs deterministically?

Fickus, M., Linear Algebra Appl., 2012



Analysis with nonlinearity: Quantization

Model: D(x) = Q(Φ∗x)

Quantizer Q : CN → AN for some finite alphabet A

What is the best Φ, Q, and decoder ∆? (see Rayan Saab’s talk)



Analysis with nonlinearity: Phase retrieval

Model: D(x) = |Φ∗x |2 (entrywise)

Open problem: What are the conditions for injectivity?

Open problem: Can you get injectivity with N < 4M − 4?

Bandeira, Cahill, M., Nelson, Appl. Comput. Harmon. Anal., 2014

M., dustingmixon.wordpress.com



Analysis with nonlinearity: Phase retrieval

Open problem: What are the conditions for stability?

Necessary condition:
∀K ⊆ {1, . . . ,N}, either ΦK or ΦKc is well conditioned

(cf. NERF, another covering-type property)

See Pete Casazza’s talk for a generalization of this problem

Bandeira, Cahill, M., Nelson, Appl. Comput. Harmon. Anal., 2014

Balan, Wang, arXiv:1308.4718

Mallat, Waldspurger, arXiv:1404.1183



Analysis with nonlinearity: Deep learning

Model: Di (x) = θ(Φ∗i x), θ(t) ∈ {tanh(t), (1 + e−t)−1, . . .}

Given training set S = {(image, label)}, find {Φi}ni=1 such that

label(image) = Dn(Dn−1(· · · D2(D1(image)) · · · ))

Local min error over S ⇒ Cutting-edge image classification!

Open problem: How??

Ciresan, Meier, Masci, Gambardella, Schmidhuber, ICJAI 2011

Nagi, Ducatelle, Di Caro, Ciresan, Meier, Giusti, Nagi, Schmidhuber, Gambardella, ICSIPA 2011



Analysis with nonlinearity: Deep learning

Recent work to understand deep
architectures:

I Scattering transform

I Invertible neural networks
(iterated phase retrieval)

I Space folding

Open problem:
Necessary depth to efficiently
classify a given image class

Open problem:
Can computers dream of sheep?

Andén, Mallat, arXiv:1304.6763

Bruna, Szlam, LeCun, arXiv:1311.4025

Montúfar, Pascanu, Cho, Benjio, arXiv:1402.1869



Part II

Synthesis with prior



Synthesis with prior: Sparsity

Recover a sparse vector x from data y = Φx

Multiple applications

I Radar: Superposition of translated/modulated pings

I CMDA: Several coded transmissions over the same channel

I CS: Partial MRI scan of someone with a sparse DWT

Task: Design Φ to allow for sparse recovery



Synthesis with prior: Sparsity

Φ = [ϕ1 · · ·ϕN ] with unit-norm columns

Worst-case coherence µ := maxi 6=j |〈ϕi , ϕj〉|

Most recovery algorithms perform well provided ‖x‖0 � 1/µ

Grassmannian frames minimize µ (think packing, cf. covering)

Open problem: Certify Grassmannian frames (dual certificates?)

Donoho, Elad, Proc. Nat. Acad. Sci., 2003

Strohmer, Heath, Appl. Comput. Harmon. Anal., 2003



Synthesis with prior: Sparsity

Equiangular tight frame: Unit norm tight frame such that

|〈ϕi , ϕj〉| = µ ∀i 6= j

Theorem
Every ETF is Grassmannian.

Open problem: Does there exist an M ×M2 ETF for every M?

Strohmer, Heath, Appl. Comput. Harmon. Anal., 2003

Zauner, Dissertation, 1999

image from commons.wikimedia.org



Synthesis with prior: Sparsity

We say Φ satisfies the K -restricted isometry property if

0.9‖x‖2
2 ≤ ‖Φx‖2

2 ≤ 1.1‖x‖2
2 ∀x s.t. ‖x‖0 ≤ K

Every subcollection of K columns is nearly orthonormal (packing)

Most recovery algorithms perform well provided ‖x‖0 � K

K = Ω(M/ polylogN) for random matrices, vs. 1/µ = O(
√
M)

Open problem:
Explicit RIP matrices with K = Ω(M0.51/ polylogN), M ≤ N/2

Candès, Tao, IEEE Trans. Inf. Theory, 2006

Tao, terrytao.wordpress.com/2007/07/02/open-question-deterministic-uup-matrices/



Synthesis with prior: More generally

Given S , pick ‖ · ‖] so that minimization reconstructs x ∈ S from

y = Φx + e, ‖e‖2 ≤ ε

Theorem
For several (S , ‖ · ‖]), the minimizer

estimate(x , e) := arg min ‖z‖] subject to ‖Φz − y‖2 ≤ ε

satisfies

‖ estimate(x , e)− x‖2 �
1√
K
‖x − s‖] +

ε

α
∀s ∈ S

for every x and e if and only if Φ satisfies the (K , α)-robust width property:

‖Φx‖2 ≥ α‖x‖2 ∀x s.t.
‖x‖2

]

‖x‖2
2

≤ K .

Examples: sparsity, block sparsity, gradient sparsity, rank deficiency

Cahill, M., arXiv:1408.4409



Synthesis with prior: More generally

I RWP ⇔ Every nearby
matrix has WP

I RWP is amenable to
geometric functional analysis

I RIP ⇒ RWP 6⇒ RIP

Open problem: RWP-based guarantees for other algorithms?

Open problem: Dictionary sparsity or other interesting settings?

Open problem: In sparsity case, can RWP be interpreted as a
packing condition on the columns of Φ?

Open problem: Explicit RWP constructions

Cahill, M., arXiv:1408.4409

Kashin, Temlyakov, Math. Notes, 2007

image from www-personal.umich.edu/~romanv/slides/2013-SampTA.pdf



Part III

Fast matrix-vector
multiplication



Background

We’ve covered two types of inverse problems:

I Analysis with nonlinearity

D(x) = N (Φ∗x)

I Synthesis with prior

D(x) = (Φx , "solution lies in S")

Fast multiplication by Φ, Φ∗ ⇒ Fast solver

One approach: Consider speed when optimizing Φ

I Spectral Tetris: sparsest UNTFs, ≤ 3N nonzero entries

I Steiner: sparsest known ETFs, ≤
√

2MN nonzero entries

Casazza, Heinecke, Krahmer, Kutyniok, IEEE Trans. Inf. Theory, 2011

Fickus, M., Tremain, Linear Algebra Appl., 2012



Another approach

Given A, approximate Ax quickly for any given x

I Method 1: See Felix Krahmer’s talk

I Method 2: Take inspiration from the FFT

F =
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DFT can be factored into 1

2n log2 n Givens rotations

Is the DFT special?



Another approach

S
(n)
k :=

{ k∏
i=1

Qi : each Qi ∈ O(n) is Givens

}

Conjecture

Every member of O(n) has a nearby neighbor in S
(n)
n log n.

If true, then every real m × n operator has a fast approximation:

A = UΣV> ≈ ÛΣV̂>, Û ∈ S
(m)
m log m, V̂ ∈ S

(n)
n log n

Given A, how to find the sparse factorization?

Mathieu, LeCun, arXiv:1404.7195



Another approach

Recent attempt: Fix rotation order and optimize rotation angles

I Selected FFT’s rotation order

I Locally minimized ‖Â− A‖F
I Experiments considered symmetric/orthogonal A’s

I Better results when A has large eigenspaces (think DFT)

Open problem: Better rotation order given the spectrum?

Mathieu, LeCun, arXiv:1404.7195



Summary of problems

I Deterministic constructions of NERFs

I Injectivity and stability for phase retrieval

I Explain deep learning experiments

I Necessary depth for a given image class

I Can computers dream of sheep?

I Certify Grassmannian frames

I Infinite family of M ×M2 ETFs

I Explicit RIP matrices

I RWP-based guarantees for other algorithms

I RWP for other settings

I RWP as a packing condition on column vectors

I Explicit RWP matrices

I Efficient sparse factorization



Questions?

For more information:

Also, google short fat matrices for my research blog


